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AN ENHANCED MARKOWITZ RULE FOR ACCUMULATING
JACOBIAN MATRICES EFFICIENTLY

UWE NAUMANN *

Abstract. Jacobian matrices can be accumulated using either the forward or reverse mode of
Automatic Differentiation. Alternatively, derivative code can be generated to compute the Jacobian
matrix directly at the current argument. The minimization of the corresponding number of arithmetic
operations leads to a computationally hard combinatorial optimization problem. A new powerful
heuristic for its approximate solution will be presented. The resulting codes lead to a speedup of
three and more for most problems.
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1. Motivating Example. Jacobian matrices (or Ja-
hy = tan(zo)/(z1 - z2) cobians) of vector functions which are given in form of a

ha = x1 - T3 - sinh(z3) computer program are widely required in numerical com-
m =4 -arctan(1) putations such as simulation or optimization. Prior to a
yo = log(4.3)-hy -sin(h) formal introduction to Jacobian accumulation techniques
y1 = cos(hy)/ exp(ha) let us have a look at a simple example. Consider the sys-
y2 = Vh1 -7 ha tem of non-linear equations shown in F1G. 1.1. It describes

a function F' mapping R"™ 3 x = (£;)i=0.. n 1 =4 on-

tolR > =) 0. 1 = 3. e denote the Jaco-

Fia. 1.1. Vector Functi =
¢ eotor FURCHON pian of F by F =(y/ :c,-)i;é)_'_'; . fter performing cer-

tain optimizations (e.g. elimination of common subexpressions) this program may
be transformed into a by assigning the results of the elementary opera-
tions ( / - ) and intrinsic functions ( sin exp /... ) to unique intermediate
variables = (.. )for =1.. and arguments .. of . In most cases
we are interested in computing Jacobian-vector products of the forms = F -x or
X = -F. ri  provides a fast and e ective way
to evaluate these products with machine accuracy based on the partial derivatives of
the elementary operations and intrinsic functions and by simply applying the chain
rule.  his approach is completely di erent from the numerical approximation of
derivatives through nite di erence quotients.
iven the code list of F' the function value and the par-
tial derivatives of both the elementary operations and intrinsic
functions at a given argument xo can be calculated by a single
ri  evaluation of F. his is illustrated on the L.h.s.
of F1G. 1.3. etting ; s=2; = .3 andy;= ; 12 ¥y= .
the intermediate function values are computed in parallel with
the corresponding partial derivatives. he relation between the
variables in the code list can be visualized by a directed acyclic
computational graph (c-graph) with integer vertices (F1G. 1. ).
In the c-graph the partial derivatives are assumed to
be attached as labels to the corresponding edges.
provides two basic modes for computing and x. hey

are referred to as the and modes en 4
Fic. 1. . ¢ r
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Re o ing A oint Ja o ian

i = (= 3.4 )

i 3= I; ( = ..3)

1= tan( 3) 3 = 1 3
=1 t 2

11 ) an(  3) i12=y (= . 0 = 3" 30

2= _2 1 i = (= 3.11) 12 = 12 -

2 2= 1 2 1= 2 —

— sinh 12 = 12
3 :sm c(osolz( ) 1 = 111" 1 13 = 13
80° 0 10 = 110 1 13 = 13

= 1/ 2 - . = .

—1/. _ 2 = 13 ° 13 1 = 110" 10

v (2 2 1/ 2 = 13 " 13 1 =1 11" 11

-2 = 12 12 12 3 = 12 3

2__10 3(4 3)3‘_ 2 = 12 - 12 13 3 = 13 3

T 1%) (4 3) = 1 11 1 3 =1 3

—_sin(g ) = 10 - 10 122 = 12 2

= cos( ) = 132 = 13 2

:COS( ) : 1 2 : 1 2

= sin( ) = 120 = 12 0

—exp( ) = 130 = 13 0

R P 3 = 3 10 =1 0

2 = 2 122 = 12 2
10 __Vl/( ) 2 = 2 132 = 13 2
0 = 10 — i —
11 =4 -arctan(l) - oot terom ot >

0 = 30° 12 2 = 122° 2 2
11 = 4- arctan(l) _ _

_ 1= 2 1° 2 13 2 = 132° 2 2
2= _ 2 = 2 2° 2 1 2 = 122 2
12__/ 2= 3 =1 3°1 12 1 = 1227 2 1
13 1/ _ /2 13 1 = 132° 2 1
13 13 zi= i3 (= .3) 1 1 = 1221
1 = 10" 11
110= 11 1 11= 10

yi= i12 (y= ..)
Fic. 1. . roce to coin ccu u tion

ri  and represent two special choices of how to apply the chain rule to the code list.
he reverse mode generates shown in the middle of FiGg. 1.3. xisting
source code transformation tools I C will deliver
a more compact representation of the ad oint code. he explicit decomposition in
Fic. 1.3 is merely used to make things easier to understand. or more advanced
information on state-of-the-art ad oint code generation refer to C or au .
fter the initialization of the ad oint code computes x = - F (x¢). Consequent-
ly the Jacobian itself can be accumulated by setting equal to the Cartesian basis
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vectors e; IR® = .. successively.

nce all partial derivatives of the elementary operations and intrinsic functions
are available the accumulation of ' = F (x¢) may in general involve a varying
number of evaluations of ; = ; it for 3..14 . (In F1G. 1.3 the
more compact C-style notation = is used instead.) xpressions of this type will
be referred to as s (multiply-add-fused). ur ob ective will be to minimize the
number of s required for the accumulation of F .

he computation of F' by reverse propagation of the corresponding Cartesian
basis vectors involves  ( )=4 s. Provided that trivial multiplications by

or 1 are not carried out this number could be decreased to 33. lternatively one

may choose to generate explicit which accumulates F' at the current
argument xg directly. his is illustrated on the r.h.s. of FiG. 1.3 where all entries
of F' are underlined. In fact this code is optimal regarding the number of s
performed which is equal to  (compare . 3).

. A m lation o Ja o ian . et

1=0.. 1
F =F (x) = %(XO)

=0..n 1

denote the Jacobian matrix of a non-linear vector function
F R" R x = F(x)

evaluated at a given argument xq as in . 1. he runtime of numerous numerical
algorithms is dominated by the time it takes to accumulate F' or to evaluate products
of the form (IR 3) =F and (/R ™3) = F which represent the matrix
versions of what was introduced in . 1. hey can be computed using the forward
and reverse mode of ri respectively.  his paper will discuss a new
powerful heuristic for accumulating F' more e ciently. nquestionably the ideas will
also be useful for computing higher order derivative tensors. will be looked at
from the point of view of graph theory and combinatorial optimization.
F' is assumed to be given as a computer program which decomposes into a se-
quence of scalar functions (IR 3) = () where = 1.. and
(1 ). = . is the set of indices of the arguments of  and
we denote its cardinality by . ithin F we distinguish between three types of
variables = referred to as independent ( 1 n- o ) intermediate
( 1. ) and dependent ( 1. ). esetx; 1 in =1.. and
Y o1 =1.. . hedirect dependence of on ; is denoted by with
representing the transitive closure of this relation. numbering T ).
of the variables of F' is expected to be consistent i.e. it must induce a topological
order with respect to dependence as (4) ().
ince the di erentiation of F' is based on the di erentiability of its elemental
functions it will be assumed that the =1.. have ointly continuous partial
derivatives

i — () (.1

on open neighborhoods R" of their domain. hus the accumulation
of F' can be regarded as a sequences of transformations in IR ™ applied to the
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. if
R™ n =) = = i) = = l
(x0) =( 4) i=1 n otherwise

such that nally the intersection of s rst columns with its last rows contains
F . oreover the order in which these transformations are applied to  should min-

imize the number of s carried out. he above sequence of transformations on
may be regarded as the successive elimination of intermediate variables from F.
11
()= = ee ee ee (.)
F = n (.3
L.
n I, ... R m e I R " I, I
R " R
he proof follows immediately from the
Y 1
Ti n 1 i i
he  arethe partial derivatives de ned by . ( .1). In order to prove .1 we
need to show that . ( .4) can be transformed into explicit expressions for all entries
of F'. his is done by eliminating all terms containing intermediate variables. e will
sketch the procedure by eliminating the dependence of y 11 ( 1. on
some 1 . tarting with the isolation of the term which is to be eliminated
followed by the substitution of the expression corresponding to — = ..( 1)

by the chain rule we get

X = x
i 4=0..n 1 i 4=0.n 1 - Ti j=0.n 1
- X.
Ti j=0.n 1 _ Ti j=0..n 1
It follows a new expression for calculating y 1 1=( 1).. which does not
depend on ie. = where
1 and . ()
ee is equivalent to the elimination of the dependencies of on all ;
which implies the elimination of the dependencies of all ~ with on . his
must lead to the deletion of both the -th column ( e e ) and the -throw (e e )
of . he repeated application of this argument to all intermediate variables proves
. 1.
.1. Comp tational G ap . he computational graph G = ( Jof Fisa
directed acyclic graph with = i F and ( ) if . eassume G to
be linearized in the sense of .1 ie ( )islabelled with ;.
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represents the elimination of from G. raphically this
is equivalent to connecting all predecessors of  ( ) with all
its successors ( ) followed by updating the existing or gen-
erating new edge labels and nally the deletion of . Fig. .1
is to illustrate this showing the elimination of 4. In correspon-
dence with the chain rule we multiply the labels of successive
edges () and () whereas we add the labels of parallel edges
having both the same source and the same target. he addition

of values of parallel edges will be referred to as . Con-

sequently the elimination of an intermediate vertex involves
= . scalar multiplications. is called the

of rel. and denote the numbers of pre-

decessors and successors of in G respectively.

. A om inato ial optimi ation p o lem. heex- FiG. 1.

pression 1.. in . ( .3) indicates that any of the

distinct orders in which the intermediate variables can be eliminated will lead to
the desired result in the form of F'. owever the computational costs in terms of the
numbers of s actually performed may vary drastically.

Example. he following function

is due to peelpenning pe  and it will be used here to illustrate the savings that
could become possible by choosing one particular elimination sequence instead of
another (in the present case we will be looking at a factor of nearly 13). F' could be
evaluated by a program containing 4 intermediate variables for = . e consider
two alternative approaches to accumulating the gradient of F' the

(F) given by

F =
and the (R)
F =

= .1

liminating the dependence of y on all intermediate variables in reverse order (R) is

optimal on this problem requiring s. otice that F performs1 4 S.
et  be a method for eliminating the intermediate variables in a certain order.
e assume  to be deterministic. et ; = .. denote permutations of elements
from 1.. such that ; i1 for = . 1) ie. if = (1 ... ) then

1=(1 ... 1). or a deterministic 1 is de ned uniquely by

he = .. are also called of the elimination procedure.

et = () where = 1 i . 1is the result of applying
a set of transformations not including to leading to a stage  in the elimination
procedure.  ccording to . ( .3) the arkowitz degree of  at stage is
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equal to the product of the number of non-zero elements in the -th row and the

number of non-zero elements in the -th column of . he sum of the arkowitz
degrees of all intermediate variables at the times of their respective elimination i.e.
= ()= "', where is increased from to 1 correspondingly is called
the of the elimination sequence
ur ob ective is to solve the ( ) problem which
is about nding a method such that () min for arbitrary F. his is
equivalent to minimizing the overall arkowitz degree. ince the problem is
con ectured to be P-complete 1 e 1 aJo  we will search for heuristics to

solve it approximately.

.He iti . et ; denote the situation where a variable ; is eliminated
before . ince our ob ective is to minimize the cost of computing F' it certainly
makes sense to think about how cheaply a particular intermediate variable ; can
possibly be eliminated. greedy approach to this problem would be to order all
intermediate variables increasingly by their arkowitz degrees. t a particular stage

the variable with the lowest arkowitz degree is eliminated. In order
to make this approach deterministic it has to be combined with at least one tie-
break criterion. his approach is known as the (LM)
strategy and has been proposed in r e 1 for the approximate solution of the
problem. s a heuristic for the minimization of the 1l-in generated during the solution
of sparse systems of linear equations the adaption to the problem represents a
robust and easy to implement way of calculating often nearly optimal elimination
sequences. ormally LM is given by

1... ; ; . (3.1)

t each stage the number of predecessors and successors of (possibly) every vertex in
G has to be computed which results in a complexity of ( 2?). owever numerous
tests showed that in general LM does not deliver optimal elimination sequences.

111 . G=( )
in epen en eg ee =
G. ot epen en
eg ee = G.
epen en eg ee -
he dependency degree of an intermediate variable is equal to the arkowitz
degree at which  would be eliminated at stage = ( ). o improve the LM

heuristic the arkowitz degree will be evaluated relative to the dependency degree

which is invariant with respect to di erent vertex elimination sequences. nce we

have tabulated it for every variable which can be done at a cost of (  ( )

e a we can look it up at every stage ; = ... he computation of this

dominates the entire calculation. s an instance of a dependency

degree based heuristic the heuristic (EM)
is de ned as follows

1... i i i

EM is more expensive than LM due to the computation of and for all
intermediate variables. In many cases it delivers better elimination sequences which
more than compensate the additional e ort. lthough in general EM does not
deliver an optimal elimination sequence it turns out to be the most consistent strategy
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compared with F R and LM. et us have a closer look at the behavior of EM and
the ideas behind it
1. EM extends LM by an implicit tie-breaker. If at some stage  of the elimi-
nation procedure two variables ; and  have the same (lowest) arkowitz degree
;= then the one with the higher dependency degree is eliminated rst. he

1dea behind this decision is that if ; then the probability that the arkowitz
degree of ; will be increased during the rest of the elimination procedure is higher
than for . o one should use the opportunity to eliminate ; cheaply.

bviously ; should be eliminated before if and . ot

only is the arkowitz degree of ; lower the probability of it being increased is also
higher than for

3. and and ; i yields the elimination of

i before . his case as well as the one before let EM inherit both strengths and
weaknesses of LM as it behaves exactly in the same way.

4. If and such that i EM would choose to

eliminate before ;. herefore must be much larger than ; to satisfy the above
inequality. Consequently the possible increase of the arkowitz degree of  is larger.
o avoid taking any chances  should be eliminated. his decision is based on a
to what could possibly happen during the rest of the elimination procedure.
his guess and the tie-breaking feature may be regarded as the advantages of EM
over LM.
econsider the motivating example from . 1. Fic. 3.1
shows the computational graph after the pre-elimination of
vertices with both a single predecessor and successor at the
optimal cost of 1 each. hus we are taken to stage
with an overall arkowitz degree of ( ) = . here are 3
intermediate vertices left. LM eliminates o (4 s) followed
by and ( s each) resulting in (LM)=3 .EM
would to see that the arkowitz degrees of  and
are more likely to be increased than the one of 5 due to
4 . If F was the primary tie-breaker of EM  would

be eliminated rst. ence 9 2 ( )
at . Consequently  would be eliminated next followed by o
and (EM) =

Fie. .1.
. N meialRe 1t S mma O tloo .

.1. Ca e St 1 Speelpenning n tion. oth R and EM are optimal

for y = ?:01 z; pe . LM has to rely on its primary tie-breaker. nly if it was
R the above would also apply to LM. EM is able to solve the problem in any case
as ; =1.. getslarger with increasing .

. Cae St A o ption n tion. he absorption function has the

formy = (z) with R"™ IR and

Y= i(x:) - T;
=0 =1
his name is motivated by the shape of the c-graph which is displayed in F'1G. 4.1 and
the behavior of with respect to di erent vertex elimination strategies. It represents
an example where as a result of the absorption of potentially new edges the reverse
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Fia. .1. or tion Function

mode R is not optimal in terms of the number of s required for the computation of
the gradient. ooking at the c-graph of we observe the following R starts with the
elimination of the vertices in the outer loop at a  arkowitz degree of two each.
It goes on with the ( 1) vertices of the inner loop again each of them at a cost of
two followed by the univariate scalar functions ;. ence (R)= 2 4.
sing the forward vertex elimination strategy F we would start with the ; followed by
the elimination of all vertices of the inner loop at a  arkowitz degree of one due to the
exploitation of absorption. inally the outer loop vertices are eliminated successively
with their costs incremented by one after each step F)=32 32 1. e
would prefer some combination of F and R in order to be able to accumulate the
gradient of at a minimal cost by behaving as F on the inner loop while eliminating
the vertices in the outer loop backwards as done by R. LM would certainly satisfy
the rst requirement. owever for the outer loop it would again have to be combined
with R as primary tie-breaker.
EM is the optimal choice for this problem. It makes full use of absorption as
the forward mode does while avoiding the incrementation of the vertex degrees by
running through the outer loop backward resulting in (EM)= 2 4 4.

.. Cae St Un at ate o p o lem. his example is a two-
dimensional unsaturated ow problem in a porous medium described in C .
Its Jacobian F' is an extremely sparse 1 1 square matrix yielding a very
regular sparsity structure arising from the underlying discretization grid.  otice
that EM does not use this knowledge. e have chosen to optimize the computation
of the sub-matrix = ( ..3 3.1 ) of the Jacobian. he corresponding c-
graph consists of 3 1 minimal 3 maximal and 11 intermediate vertices. obey
C recognized that the 3 1 rows of  could be computed in only passes.

his would result in an operations count of approximately 133 thousand. y fully
exploiting the structural sparsity of the problem in F the cost could be decreased
further to 3 thousand s. ith  thousand s the EM heuristic delivered
the lowest known overall arkowitz degree so far. his represents an improvement
by a factor of more than 4 LM lead to a slightly larger operations count.

.. F t e Re lt. yapplying them to a selection of test prob-
lems C 1 we have compared the heuristics LM and EM with the optimal uni-

27



directional ewsam- amsdell method NR e a 3 ri . NR represents one of
the most powerful static analyses for exploiting sparsity of the Jacobian. It gives a
good impression on the e ciency of tools that are built on the forward and reverse
modes of

| | | NR | LM | EM |

4 |11 133 3
1 3113 |44 |44
4 3 1 1
1 1 143 | 143
ne observes that reductions in the operations count of nearly three up to 1 and
more are achievable. large part of the savings is due to the full exploitation of

structural sparsity of the extended Jacobian. here are many problems where LM
and EM deliver equivalent results. lthough of course it is possible to come up
with examples where EM would fail among the more than test problems there
was none for which LM delivered a lower operations count than EM.

In au  we have compared the run times of an optimized Jacobian code and
a state-of-the-art based code. he ob ective was to show that the theoretical
improvements in the operations count could be translated into run time savings.
Promising a reduction of the operations count by a factor of 4 the resulting optimized
code ran 3. times faster than the original version.

. . Conl ion. or most real-world problems the generation of optimized
derivative code based on either forward or backward vertex elimination sequences
would result in remarkable savings in the overall operations count due to the full
exploitation of structural sparsity of the extended Jacobian. nfortunately it is not
clear a priori whether we should prefer the forward or the backward approach. here-
fore it would be useful to exploit the strength of heuristics for determining nearly
optimal vertex elimination sequences for almost all sorts of c-graphs. EM turned out
to be very consistent while being only slightly more expensive than the pure uni-
directional methods. It could be worth to analyze selected evaluation routines deeper
by using more costly optimization methods like dynamic programming or simulated
annealing au . owever the additional e ort is usti ed only if the resulting
derivative code is generated once and is then used over and over again.
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